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A fixed round is a permutation. The complete hash is not: many messages share each digest.

ABSTRACT

SHA-256 is designed as a one-way hash function, yet each of its 64 state-update rounds is an exactly
invertible transformation of eight 32-bit registers, provided the round constant and message-schedule
word are known. This note derives the inverse directly from the standardized SHA-256 equations, proves
that each fixed round acts as a permutation on 2256 states, and checks the construction on the first round
of the message abc. It then identifies the 64-round chain as the block cipher SHACAL-2 and explains
why its invertibility does not give preimages: for a one-block message an attacker knows both ends of
the chain but not the key that links them, and the Davies–Meyer feed-forward stops the inverse rounds
from stepping backward from block to block. The result is an instructive separation between invertible
computation, unknown keys, and information loss at the hash interface.

Scope. Expository derivation, not a new cryptanalytic attack. Reversible SHA-256 circuits [2, 3] and the block-cipher

view of its rounds [4, 5] already appear in the literature.
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1 The round function

SHA-256 processes each padded 512-bit message block using 64 rounds. During one round, the working
state consists of eight 32-bit words

𝑆𝑡 = (𝑎, 𝑏, 𝑐, 𝑑, 𝑒, 𝑓, 𝑔, ℎ) ∈ (ℤ/232ℤ)8.

All arithmetic in this note is modulo 232, unless otherwise stated. Write 𝑥 ⊞ 𝑦 for modular addition and
𝑥 ⊟ 𝑦 for modular subtraction. Bitwise XOR is denoted ⊕; ∧ and ¬ denote bitwise AND and NOT;
ROTR𝑘 rotates a 32-bit word to the right by 𝑘 positions.

The Boolean functions and the two large-sigma functions are [1]

Ch(𝑥, 𝑦, 𝑧) = (𝑥 ∧ 𝑦) ⊕ (¬𝑥 ∧ 𝑧), (1.1)
Maj(𝑥, 𝑦, 𝑧) = (𝑥 ∧ 𝑦) ⊕ (𝑥 ∧ 𝑧) ⊕ (𝑦 ∧ 𝑧), (1.2)

Σ0(𝑥) = ROTR2(𝑥) ⊕ ROTR13(𝑥) ⊕ ROTR22(𝑥), (1.3)

Σ1(𝑥) = ROTR6(𝑥) ⊕ ROTR11(𝑥) ⊕ ROTR25(𝑥). (1.4)

For round index 𝑡 ∈ {0, … , 63}, let 𝐾𝑡 denote its publicly specified constant and 𝑊𝑡 its message-schedule
word. Define

𝑇1 = ℎ ⊞ Σ1(𝑒) ⊞ Ch(𝑒, 𝑓, 𝑔) ⊞ 𝐾𝑡 ⊞ 𝑊𝑡, (1.5)
𝑇2 = Σ0(𝑎) ⊞ Maj(𝑎, 𝑏, 𝑐). (1.6)

The forward state update is precisely

𝑎′ = 𝑇1 ⊞ 𝑇2, 𝑏′ = 𝑎, 𝑐′ = 𝑏, 𝑑′ = 𝑐,
𝑒′ = 𝑑 ⊞ 𝑇1, 𝑓 ′ = 𝑒, 𝑔′ = 𝑓, ℎ′ = 𝑔.

(1.7)

The key structural clue. Six of the eight new registers merely retain old register values. The two
apparently overwritten words, 𝑑 and ℎ, are embedded in modular sums that can be undone once
𝑇1 is reconstructed. Thus none of the 256 state bits needs to be lost by this round update.

The functions Ch and Maj do not have to be invertible individually. Nor must a modular sum be invertible
if both operands are unknown. It is the complete arrangement in (1.7) that makes the transformation
invertible.

2 A closed-form inverse

Use primes to label the state after a round. First recover six old registers directly:

𝑎 = 𝑏′, 𝑏 = 𝑐′, 𝑐 = 𝑑′, 𝑒 = 𝑓 ′, 𝑓 = 𝑔′, 𝑔 = ℎ′. (2.8)
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Once 𝑎, 𝑏, 𝑐 are known, compute the second temporary value:

𝑇2 = Σ0(𝑏′) ⊞ Maj(𝑏′, 𝑐′, 𝑑′). (2.9)

Then use 𝑎′ = 𝑇1 ⊞ 𝑇2 and 𝑒′ = 𝑑 ⊞ 𝑇1:

𝑇1 = 𝑎′ ⊟ 𝑇2, (2.10)

𝑑 = 𝑒′ ⊟ 𝑇1. (2.11)

Finally, the old ℎ is obtained by rearranging (1.5):

ℎ = 𝑇1 ⊟ Σ1(𝑓 ′) ⊟ Ch(𝑓 ′, 𝑔′, ℎ′) ⊟ 𝐾𝑡 ⊟ 𝑊𝑡. (2.12)

These formulas recover all eight original registers. No guessing, search, or discarded intermediate state
is required.

Proposition 1 (Round bijectivity). For every fixed pair (𝑊𝑡, 𝐾𝑡) ∈ (ℤ/232ℤ)2, the round map

𝐹𝑊𝑡,𝐾𝑡
∶ (ℤ/232ℤ)8 ⟶ (ℤ/232ℤ)8

is a bijection. Equations (2.8)–(2.12) describe its inverse.

Proof. Write 𝐺 for the map defined by (2.8)–(2.12).

At most one preimage. Suppose 𝐹𝑊𝑡,𝐾𝑡
(𝑆) = 𝑆′. By (1.7), six words of 𝑆 are shifted words of 𝑆′, as in

(2.8). With 𝑎, 𝑏, 𝑐 known, (1.6) fixes 𝑇2 = 𝑇2. Then 𝑎′ = 𝑇1 ⊞ 𝑇2 fixes 𝑇1 = 𝑇1, 𝑒′ = 𝑑 ⊞ 𝑇1 fixes 𝑑,
and (1.5) fixes ℎ as in (2.12). So 𝑆 = 𝐺(𝑆′).

At least one preimage. Given any 𝑆′, let 𝑆 = 𝐺(𝑆′). Substituting the recovered 𝑎, 𝑏, 𝑐 into (1.6) gives
𝑇2 = 𝑇2. Substituting 𝑒, 𝑓, 𝑔 and the recovered ℎ into (1.5) gives 𝑇1 = 𝑇1, by the construction of (2.12).
Hence 𝑇1 ⊞ 𝑇2 = 𝑎′ by (2.10) and 𝑑 ⊞ 𝑇1 = 𝑒′ by (2.11), and the other six output words follow from
(1.7). So 𝐹𝑊𝑡,𝐾𝑡

(𝑆) = 𝑆′.

Every output state has exactly one preimage, so 𝐹𝑊𝑡,𝐾𝑡
is a bijection with inverse 𝐺.

Corollary 1 (The entire round chain is a permutation). For any fixed sequence of message-schedule
words (𝑊0, … , 𝑊63), the 64-round map

𝑃𝑊 = 𝐹𝑊63,𝐾63
∘ ⋯ ∘ 𝐹𝑊0,𝐾0

(2.13)

is a permutation of the 2256 possible working states. Its inverse applies the 64 explicit inverse rounds in
reverse order.

The precise meaning of “reversible.” This is a mathematical statement about the 256-bit working
state, with the schedule fixed. It says nothing about whether the schedule can be inferred from the
output. In fact, 𝑊0, … , 𝑊15 are the 16 words of the original padded message block.
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3 Aworked hexadecimal example

Take the one-block message abc. Its first 32-bit padded message word is 𝑊0 = 61626380, while the first
SHA-256 round constant is 𝐾0 = 428a2f98 [1]. The initial working state is the standardized SHA-256
initialization vector (IV).

Word Before round 0 After round 0

a 6a09e667 5d6aebcd
b bb67ae85 6a09e667
c 3c6ef372 bb67ae85
d a54ff53a 3c6ef372
e 510e527f fa2a4622
f 9b05688c 510e527f
g 1f83d9ab 9b05688c
h 5be0cd19 1f83d9ab

Table 1. The eight state words before and after the first SHA-256 round for the padded message abc. Each entry is
eight hexadecimal digits.

The forward formulas give

Σ0(𝑎) = ce20b47e, Maj(𝑎, 𝑏, 𝑐) = 3a6fe667,
Σ1(𝑒) = 3587272b, Ch(𝑒, 𝑓, 𝑔) = 1f85c98c,

𝑇1 = 54da50e8, 𝑇2 = 08909ae5.

The inverse recovers 𝑇1 from the first output register:

5d6aebcd ⊟ 08909ae5 = 54da50e8.

It then reconstructs the overwritten 𝑑 from the fifth output register:

fa2a4622 ⊟ 54da50e8 = a54ff53a,

and reconstructs ℎ by subtracting Σ1(𝑒), Ch(𝑒, 𝑓, 𝑔), 𝐾0, and 𝑊0 from 𝑇1, giving 5be0cd19. The remain-
ing six input words are read directly from the shifted output registers.

Independent check. The standard SHA-256 digest of abc, after all 64 rounds and the final feed-
forward addition, is

ba7816bf8f01cfea414140de5dae2223

b00361a396177a9cb410ff61f20015ad

This well-known test vector is unrelated to a shortcut for inversion: it is simply a convenient check
of the full forward implementation.
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4 Why this does not reverse the hash

The apparent paradox disappears once we say what an attacker knows and what they must find.

Padded block𝑀
512 bits

Schedule𝑊(𝑀)
64 derived words

𝑃𝑊(𝑀)(IV)
64-round state

Digest 𝐷
256 bits

+ IV

Any chosen𝑊 can be run backward.
The hard part is choosing𝑊 .

4.1 The 64-round chain is a block cipher

The map 𝑃𝑊 of (2.13) is a block cipher: a family of permutations of a 256-bit block, selected by a key. The
key is the 512-bit message block, which the message schedule expands into 𝑊0, … , 𝑊63. This cipher has
a name, SHACAL-2, and was submitted to the NESSIE project as a block cipher in its own right [4]. Its
decryption is exactly the inverse of §2. SHA-256, like MD5 and SHA-1, builds its compression function
from a block cipher (§4.3), and a block cipher must be invertible. The reversibility of the rounds is a
design requirement, not an accident.

The first sixteen schedule words are the padded block itself, and all later words are derived from them
[1]. To know the key is to know the message. Inverting 𝑃𝑊 with a known 𝑊 is therefore not a way of
discovering an unknown message.

4.2 Both ends are known; the key is not

For a one-block message, the initial state 𝐻(0) = IV is public, and the digest is

𝐷 = 𝐻(0) ⊞ 𝑃𝑊(𝑀)(𝐻(0)), (4.14)

where ⊞ is applied word by word. Subtracting the IV from 𝐷 gives the final working state outright:

𝑃𝑊(𝑀)(IV) = 𝐷 ⊟ IV. (4.15)

This step needs no candidate message. An attacker who wants a one-block preimage therefore knows
both ends of the 64-round chain, and can run the chain forward or backward for any 𝑊 they like. What
they lack is the key: they must find a padded block 𝑀 that satisfies (4.15). In cipher terms, they need
a SHACAL-2 key that is consistent with one known plaintext–ciphertext pair. Any such key will do; it
need not be the one that was used.

The inverse rounds do not help with that search. For a chosen 𝑊 , running the rounds backward from
𝐷 ⊟ IV gives the starting state 𝑃 −1

𝑊 (𝐷 ⊟ IV). Unless 𝑊 is one of the correct keys, nothing makes that
state equal the IV. If SHACAL-2 behaves like an ideal cipher, each guess succeeds with probability about
2−256, and generic search costs about 2256 evaluations. The reversibility of the rounds was never the
obstacle. Finding the key is.

4.3 What the feed-forward is for

For a message of several blocks, the chaining relation is

𝐻(𝑖) = 𝐻(𝑖−1) ⊞ 𝑃𝑊(𝑀(𝑖))(𝐻(𝑖−1)). (4.16)
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The addition of 𝐻(𝑖−1) after the rounds is the Davies–Meyer feed-forward [5]. It does not hide the key:
for one block, §4.2 already showed that the key search is the obstacle. Its job is to stop the inverse rounds
from stepping backward from one chaining value to the one before it.

Without the feed-forward, each compression step would be 𝐻(𝑖) = 𝑃𝑊(𝑀(𝑖))(𝐻(𝑖−1)). An attacker could
choose any final block and run backward from 𝐷, which gives a pseudo-preimage (a chaining value and a
block that hash to 𝐷) for free. Two-block preimages would then fall to a meet-in-the-middle search: run
about 2128 first blocks forward from the IV, run about 2128 correctly padded final blocks backward from
𝐷, and look for a common chaining value. That costs about 2128 time and memory instead of 2256.

With the feed-forward, stepping backward through (4.16) means solving 𝐻 ⊞ 𝑃𝑊 (𝐻) = 𝐻(𝑖) for 𝐻 .
Unlike 𝑃𝑊 , the map 𝐻 ↦ 𝐻 ⊞ 𝑃𝑊 (𝐻) has no reason to be a permutation, and no efficient way to invert
it is known.

The reversible core still leaves a visible trace. Choose any block 𝑀 and let 𝐻 = 𝑃 −1
𝑊(𝑀)(0), the state that

the 64 rounds send to zero. Then

𝐻 ⊞ 𝑃𝑊(𝑀)(𝐻) = 𝐻 ⊞ 0 = 𝐻, (4.17)

so 𝐻 is a fixed point of the compression function for that block. Every block has one, and the inverse
rounds compute it in 64 steps. This does not give preimages: to use the fixed point, a message must first
lead from the IV to 𝐻 , and finding one is itself a preimage problem.

4.4 Reversibility in published attacks

Published preimage attacks on step-reduced SHA-256 use the inverse of §2 directly. They split the steps
into two chunks, compute one chunk forward and the other backward with (2.8)–(2.12), and look for
a match where the chunks meet. Meet-in-the-middle attacks of this kind reach 43 of the 64 steps [6].
Biclique attacks reach 45 steps for preimages, and 52 steps for pseudo-preimages of the compression
function [7]. All of these cost only slightly less than the generic 2256, and none reaches the full 64 steps.
Reversibility is a real tool for the cryptanalyst; it is not enough on its own.

4.5 Recovering themessage versus finding a preimage

“Reversing a hash” can mean two different things.

Recovering the message. Even among messages of exactly 55 bytes, there are 2440 possibilities, all of
which fit in one padded block. SHA-256 produces only 2256 possible digests. By the pigeonhole principle,
at least one digest corresponds to at least 2184 distinct 55-byte messages. A digest therefore cannot in
general identify the message. This is an information-theoretic limit, and no algorithm, fast or slow, gets
around it.

Finding a preimage. An attacker who wants some message with digest 𝐷 is not hindered by this limit.
The many messages that share a digest are many correct keys for the search of §4.2. Whether one of them
can be found efficiently is a computational question. That SHA-256 resists it is a cryptographic security
assumption, supported by decades of cryptanalysis such as that of §4.4, and not a theorem established by
the counting argument.
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Two meanings that must not be confused. The round inverse is an efficient algorithm given 𝑊 .
Recovering the message from a digest is impossible in general, because many messages share each
digest. Finding any message with a given digest is a key search like that of §4.2, and no efficient
method is known for full SHA-256.

5 Frommathematical to gate-level reversibility

An algebraically invertible function is not automatically a literal circuit of reversible elementary gates.
Its internal implementation may overwrite temporary data. Reversible circuit design preserves or subse-
quently cleans that intermediate information.

For example, the map (𝑥, 𝑦) ↦ (𝑥, 𝑥 ⊞ 𝑦) is bijective, since the original 𝑦 is recovered by subtraction.
At the bit level, CNOT and Toffoli gates are reversible building blocks:

CNOT ∶ (𝑥, 𝑦) ↦ (𝑥, 𝑦 ⊕ 𝑥),
Toffoli ∶ (𝑥, 𝑦, 𝑧) ↦ (𝑥, 𝑦, 𝑧 ⊕ (𝑥 ∧ 𝑦)).

Both gates are their own inverses. A generic calculation can be embedded into a reversible computation by
retaining its input and using an output register. Scratch registers can be cleaned through uncomputation:

(𝑥, 0, 0)⏟
start

⟶ (𝑥, 𝑓(𝑥), 0) ⟶ (𝑥, 𝑓(𝑥), 𝑓(𝑥)) ⟶ (𝑥, 0, 𝑓(𝑥))⏟⏟⏟⏟⏟
scratch cleared

.

The middle step copies a classical computational-basis output into a fresh target using reversible XOR
operations; the final step runs the first computation backward. This is the compute–copy–uncompute
pattern used in reversible and quantum-oracle construction. Published SHA-256 circuit designs work at
this lower level and analyze the cost of additions, ancillas, and cleanup [2, 3].

Three levels of reversibility
Statemap For fixed 𝑊𝑡, 𝐾𝑡, the 256-bit round transformation is a permutation.

Circuit map Reversible gates implement calculations with appropriate storage and
cleanup.

Hash interface Many messages share each 256-bit digest. Finding one means searching
for a key, which the state inverse does not supply.
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6 Conclusion

SHA-256 has not secretly become reversible. Its compression function wraps a precisely reversible 256-
bit core, the block cipher SHACAL-2, in a Davies–Meyer feed-forward. Six register shifts preserve most
of the state, while two modular additions retain enough structure to reconstruct the overwritten words.
The 64-round chain is therefore a permutation for every fixed message schedule. But the schedule is the
key, and the key is the message an attacker is looking for. Even with both ends of the chain known, as they
are for a one-block message, nothing reveals a key that links them. The feed-forward stops the inverse
rounds from stepping backward from block to block, and the message-to-digest map cannot be injective.

This makes SHA-256 a particularly vivid demonstration of a broader idea: a computation may be re-
versible when all relevant inputs are retained, even though the external function it realizes is not uniquely
invertible. An interactive round machine that moves backward as readily as forward can make that dis-
tinction tangible.
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